




























































































Let us define:

C, = average wavespeed =~ 1500 m 57!

pyms = root mean square of € ZC

(At)rms = root mean square of travel time through tissue
D = thickness of tissue

L = correlation length of sound-speed in tissue

) = ultrasound wavelength

f = ultrasound frequency

g = ultrasound wavenumber = 27 /A

R; = Fresnel length - VD

r, = acoustic coherence length

Using a single-scale, isotropic model of sound-speed fluctuations, we find

an rms fractional soundspeed fluctuation to be [11]

("() At)y S
fms & (\/z%m* (3-1)

As a result we find for abdominal wall [7]
Hrms ~ 1.0 x 10—2. (3_2)

whereas breast tissue measurements give results that vary from being similar

to being larger by up to an order of magnitude [2].

The correlation length L of sound-speed variations in human tissue is
o

related to observations of acoustic-field colierence length by the following

equation that again depends on a single-scale isotropic model:
L= (Iz(ltrmsz)[)rg (3-3)
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Take the following numbers: 5 Mz, 50-mim range, and 5-mm coherence
length for an observed field. These numbers yield a correlation length of 50
mm, or ten times the observed coherence length of the field. This is because
the focussing and defocussing properties of the tissue make the acoustic field

more and more fine-grained as the field pushes further into the medium.

Finally, considering frequencies in the range of 3-10 MHz we find an
rms phase fluctuation of 0.2-0.5 cycles. These values imply that using weak
fluctuation theory will often not be adequate, and that strong-fluctuation
theory is not valid either [12]. This regime provides the perfect application of
numerical simulation on present-day accessible computers. Needed research
in the area of intermediate-scale tissue variability could concentrate on the
measurement of a wide variety of tissue samples from a variety of organs;
these measurements should allow for anisotropy of the variability in three
dimensions, and include scales sizes from the wavelength of ultrasound (down

to 0.1 mm) up to larger than the Fresnel length (3-5 mm).

These sound-speed fluctuations limit the resolution capability of ultra-
sound equipment. The effective resolution limit can be understood by asking
for the rms tilt of a wavefront passing through tissue. Let ©pmg be the rms

tilt in one coordinate. Then

Co(At)yms D ., |D )
Orms ~ (—L)HBZ ~ ltrms\/; ~ 10 2'\/;- (3-4)

It is difficult to pick values for D and L because there is so much variability.
However, we can estimate that values for ©pmg can vary from a fraction of
a degree to several degrees. Since the resolution of an array is Oyps = %

where A is the wavelength and [ is the length of the array, our ©ppg limits
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the coherent array lengths in ultrasound to:

A

el'H]S

~ 10 — 100 (3-5)

lmax =

Since arrays are typically made with —g— spacings, to obtain optimal sidelobe
suppression, we have determined that an estimate of the maximum useful

number of elements in an ultrasound detector array is &~ 100 per transverse

coordinate.

The fact that ultrasound systems use broadband transinissions does not
change this fundamental calculation; one simply uses the center frequency of

the transmissions.

It is of interest to note that modern ultrasound receivers are already
limited in resolution by sound-speed variations, since some of these receivers

have ~ 100 elements in one dimension.

3.3.1 Amplitude Fluctuations

We note here that if amplitude fluctuations from focussing and defo-
cusing were present, they would have a transverse coherence length smaller
than that of travel-time fluctuations. Their typical scale would be a Fresnel
length (vAD = 3 to 4 mm) or smaller. The measurements of amplitude fluc-
tuations have indicated very large values compared with expectations from

wave propagation theory and a medium without intrinsic attenuation [7, 9].

If we take those measurements seriously, we must consider it a first-order
Y,



problem to clear up the question of their origin. Are they from intrinsic
attenuation, and what spatial scales are involved in intrinsic attenuation
in various tissues? Is it reasonable to see a “Rayleigh”-like distribution for
acoustic amplitude when the usual reason for such a distribution (no intrinsic

attenuation and strong phase fluctuations) is absent?

3.4 Small-Scale Variability

Variability on scales that are smaller than a wavelength generates a scat-
tered wave field that emanates in all directions from the region of variability.
One can usefully think of this situation as made up of discrete scatterers, and
of the scattered wave as being distinet from the forward-propagating rela-
tively unperturbed wave. Such variability does not affect the observations
made in the very forward direction, and for the backscatter application one
can separate the effects of the “scatterers” and the effect of refraction and
diffraction that affect the propagation fromn the source to the scatterer and

then again from the scatterer to the receiver.

The quantity of interest to the backscatter observations is the cross
section for scattering per unit volume. One can break the scattering cross
section into a number of separate contributions: scattering from very small
point scatterers (like aerosols in the atmosplere), scattering from structures
whose scale size is comparable with a wavelength, and scattering from smooth
variations in sound speed on the scale of an acoustic wavelength. This lat-

ter contribution is equal to a simple constant of proportionality timnes the




spectrum of sound-speed variability at twice the acoustic wavelength. If one
were looking at a region of relatively homogeneous tissue, then this cross
section would have a certain value, whereas a region of pathological tissue
might have a different cross section. In the past, tantalizing observations
that seemed to indicate a difference between the cross sections of normal and
pathological tissue have proven unreliable. Therefore our point of view here
is that the cross section in backscatter provides the fundamental signal of an
ultrasound observation, but we are looking only for spatial differences in that
cross section within one patient, and not variations from some mean value

over all patients or tissue samples.

If one has a specific model of microscopic structure in the tissue being
ensonified, then one can calculate the backscatter cross section from first
principles. An example of this type of calculation is contained in a recent
paper about backscatter from myocardial tissue [3]. Those authors took
as their model of each myocyte an ellipsoidal shell, and then took as their
distribution of myocytes a random distribution leading to an incol:erent sum.
A further parameter of their model is the distribution of sizes of the myocytes.
We shall see in the next section how that parameter can be used to fit the
frequency dependence of scattering data. They concluded that their model
is consistent with the observations of frequency dependence and anisotropy

of the cross section.
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3.4.1 Backscatter Phenomenology

The measurements of backscatter cross section from tissue in the 1-10

MHz range of frequencies can be described by a power law:

do f\"

@ =M (3-6)

in which the units of A are m? st=! m=3.
Last year we referred to a typical backscatter cross-section from homo-
geneous calf’s liver as having a power-law index n = 1.4 for f between 3 and

10 MHz [13].

This year we can add new sets of data for myocardial tissue that have
quite a different frequency dependence [3]: namely, 7 between 3 and 4. There-
fore it becomes important to know which tissue one is encountering in pre-

dicting the expected behavior with respect to frequency.

In last year’s report the experimental power-law index was interpreted
as a measure of the slope of the spectrum of inhomogeneities in sound speed

at the appropriate wavelength. |

An alternate and equally useful interpretation is taken by Rose et. al.
[3]. They use a parametrized distribution of myocyte sizes to obtain the
power-law index in the backscatter cross section. In either case the phe-
nomenology can be used with the proper nunber of parameters to represent
the cross section. Finally, ultrasound inage contrast is created by the dif-

ference between this homogeneous signal, and the larger or smaller signals
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resulting from interfaces or voids, etc.

In last year's report we gave elementary discussions of the attenua-
tion and the smoothly varying sound-speed model that could be used in
parametrizing the data. Here we just note again that the intrinsic attenua-
tion is very strong (6 dB/cm at 3 MHz, proportional to frequency) and that
the use of the observed backscatter cross section to set the variance of the

sound speed fluctuations results in sound-speed variances consistent with the

_direct measurements.

3.5 Summary and List of Promising Research Direc-
tions

The above analysis illustrates the tight relationships implied by variable
soundspeed as a model for the source of ultrasound scattering and attenua-
tion. We see that there is an obvious lack of sufficient data to formulate a
realistic model of the medium at this time. One obvious point is the lack
of understanding of the origin of the large observed amplitude fluctuations.
There is also no systematic data base on the properties of different types of
tissue. Only a few measurements at a few frequencies for a few tissue types
(abdominal wall, breast, liver) have been sarried out. Only backscatter has
been considered seriously rather than bistatic geometries. All of this informa-
tion would allow more precise system design. Finally, a model for interfaces
between tissue types is needed to predict contrast ratio in real ultrasound

images.



We suggest that attempts to improve ultrasound images should start
from the fundamental physics described here and first do a reasonably com-
plete set of fundamental ineasurements of tissue properties. At the same time
studies may go ahead in numerical simulation using possible tissue charac-
teristics in order to provide quantitative predictions for the performance of

possible systems.

The following list of promising research directions comes directly out of

the discussions in this section:

e Determine the spectrumm of inhomogeneities of various types of tis-
sues, including variability between organs and between patients in the
same organ. This is a three-dimensional effort involving looking for

anisotropy.

e Develop a research program aimed at measuring the large-scale struc-
ture of a patient’s sound-speed structure (tomography). This large-
scale structure must be allowed to have very sharp interfaces between
sections. Overcome the difficulty of not having tomographic straight-

through propagation in most of the available acoustic paths.

e Determine the source of the large variations in acoustic intensity ob-
served in ultrasound experiments. Some of those same experiments
indicated small variations in acoustic arrival time; the combination im-
plies that there are strong variations in intrinsic attenuation in human

tissue. Other experiments had large arrival-time variations. Can they

both be correct?




o Support numerical simulations of wavefront and/or phase distortion
from various models of inhomogeneities that are consistent with the
experimental results (including both large and small scale variability
that have been determined so far. (Neither weak nor strong fluctuation

theory are appropriate.)

e Develop two-dimensional transducer arrays with at least 100x 100 ele-
ments for both transmit and receive so that the ultrasound information

can be analysed in terms of three-dimensional inhomogeneities.
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4 ON DEABERRATION

We have covered in the last section some of the physical manifestations
of aberration in both one and two dimensions. Here we will discuss how
these are or are not corrected in certain deaberration schemes (e.g., time-
delay compensation [14] and the closely-related principle of phase aberration
correction [15]); how these schemes are related to ad hoc tissue models; and
the general question of whether deaberration should be done with model-
based schemes or figure-of-merit schemes which try to improve some sort
of global sharpening factor, as is common in astronomical adaptive optics.
We will not discuss image improvement by speckle averaging or the use of
beacons (Section 5 discusses time reversal, which uses in-tissue targets). The
tissue model implicit in time-delay or phase-correction schemes is that of a
single phase screen; if backpropagation corrections are used, the phase screen
can be deep in the medium. The trouble is that this is not a very realistic
model of most tissues, and really does not do well in correcting for large-scale
refractive effects. A figure-of-merit scheme is less commonly considered since
many of these require in-tissue beacons. The result is that deaberration as
practiced today is largely unsystematic and empirical. Perhaps this is all it
ever will be, in view of the intransigence of the tissue medium, but one ought

to try a little harder.
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4.1 Time-Delay Compensation and Backpropagation

In time-delay compensation (or phase aberration correction) one cross-
correlates the pulse returns on neighboring elements (or maximizes speckle
brightness) to find time shifts which are applied to the return pulses to com-
pensate for medium-induced distortions. Clearly this will work perfectly if
the imaged mecﬁum is homogeneous with uniform sound velocity except for

a phase-aberrating screen placed next to the receive array.

In fact, phase compensation does not work perfectly because the tissue
medium is not a phase screen on the transducer. Another model [16] allows
for a single phase screen (aligned with the transducer) at any distance from
the receiver in a homogeneous medium, and then computes propagation cor-
rections to phases and amplitudes after locating the phase screen (see Figure
4-1 for the general idea). But the medium is not a single phase screen wher-
ever located. Nevertheless, Liu and Waag [16] claim improvement, over pure
time-delay compensation in human abdominal wallAt,issue, which might ar-
guably be represented as a phase screen represented by the fascial and muscle

layers near the surface.

Let us continue for the moment to make the phase-screen-at-a-distance
hypothesis, and ask, as Krishnan et. al. [17] do, what is the effect of simple
time-delay correction for a remote phase screen. (These authors then go
on to a method called the parallel adaptive receive compensation algorithm,

or PARCA, which attempts to do some amplitude deaberration based on a
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Figure 4-1. Effects of a distant phase screen and propagation in aberration.




least-squares criterion; for the moment, that is not the issue here.) Krishnan
et. al. have made a computer simulation of such a screen. The parameters for
the simulation specified a 128-element linear array with a center frequency of
3.75MHz and bandwidth of 40%. A point source was introduced i0cm away,
and the phases screen was 0.8cm in front of the transducer. Figure 4-2 shows
several aspects of the simulation: Figure 4-2a shows the phase aberrations
introduced by the phase screen (and thus what would be measured on the
array if the two were spatially colocated). Figure 4-2b shows the actual
phase aberrations measured; the discrepancy is due to propagation (Figure
4-1). Note that the phase shifts on the screen are large but not so large as

to put one in the regime of strong scattering.

Figure 4-2c shows that propagation has introduced amplitude modu-
lations as well, ranging up to a factor of 2. This figure is normalized to
unit relative amplitude in the absence of the phase screen. These perturba-
tions are on a scale of a few wavelengths (one element number corresponds
to half a wavelength), and are sufficient to introduce large perturbations in
the correlation of signals between the first and the Nth element (Figure 4-
2d). One should note here that these decorrelations are large compared to
the decorrelation which would be seen if speckle were the only source; the
Van Cittern-Zernike theorem [18] essentially says for our conditions that the
correlation length associated with speckle is determined by the array size.
Amplitude perturbations on the scales shown in Figure 4-2¢ will degrade the

resolution.
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Figure 4-2. Phase-screen simulation (from Krishman et al. 1995).




4.2 Phase Screens and Phase Tomography

One can now imagine inventing more complicated and conceivably more
realistic tissue models based on more and more phase screens, always as-
suming constant-speed straight-line propagation between screens. The more
screens the more measurements needed to disentangle them. One way to
try this is with a tomographic method based on limited angular diversity of
measurements, as illustrated in Figure 4-3. The orientation of the transducer
with respect to the tissue blob is given by the angle ¢, and u is a distance
along the transducer specifying a beam line. As u and ¢ are varied one

measures, in the phase-screen approximation, the quantities
/dmdylm(m, y)6(x cos(¢) + ysin(¢p) — u) (4-1)

where the index of refraction n is a sum of delta functions specifying the
location of the phase screens in the slice (z,y) plane times the random com-
ponent of the index corresponding to each screen. Propagation (diffractive)
effects are not included in Equation (4-1) Given complete coverage in u and
¢, one could invert Equation (4-1) to find n by standard tomographic tech-
niques {19, 20] but one does not need complete coverage given the model of
n as a series of phase screens. We will not discuss here the precise require-
ments of coverage in u and ¢ for untangling the phase screens, but it should
be clear that the more data the more complicated the tissue model can be.
Of course, since no tissue is a series of phase screens, the image cannot be
completely deaberrated this way, but it might happen that further applica-

tion of a figure-of-merit-based technique or some other empirical approach
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Figure 4-3. Setup for phase tomography.
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help even more than it does for a single sereen model. This is a more compli-
cated version of the general idea behind time-delay and related compensation

schemes:

¢ Invent a deaberration scheme which works perfectly on some idealized

tissue model, which may not be very realistic;
o Try it on real-world tissue data to see how well it works;

o If it doesn’t work all that well, improve it empirically based on some

figure of merit

4.3 Models or Figures of Merit?

A model approach assumes some parametrization of the imaged tissue,
then attempts to find those parameters from the aberrated image. A figure-
of-merit approach, at least for the present purposes, is one which attempts
to deaberrate the image without ever calculating any of the parameters of
the medium. The ultrasound deaberration problem is very difficult, so that
realistic but tractable tissue models are hard to come by, and figure-of-merit
approaches typically need point targets in the tissue, also hard to come hy.
The result has been that neither modeling nor figures of merit have helped

very much in deaberration.

Given no « priori model of the medium, one must do inverse scattering

[21], [22], [23]. But inverse scattering is always difficult, often ill-conditioned,
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and in principle requires complete coverage in such variables as w and ¢
introduced above. An initial model of the tissue being imaged is very useful
in overcoming all these limitations, but if the model is not realistic and
faithful it will not be of much use. We have no reason to believe that a
multiphase screen model is at all realistic, or even any better than the one-
screen model implicit in time-delay compensation. Still it might be useful to
construct some simulations using (diffractive) phase tomography to see how
it performs on computer-generated tissue models which are not just phase
screens, and to see how increasing the number of sight lines does or does not

improve deaberration.

We note that tomography has been used in the past [25] to measure
sound-speed variations in tissue for direct diagnostic purposes; our suggestion

is that tomography can be used as the first step in deaberration.

There are, of course, many other possible ways of using image diversity,
short of full-scale tomography, to improve iinages. One such method, due to

Y. Li, was described to us by D. Robinson [JASON briefing, 1995].

The trouble is that phase screens do not begin to model such real-world
features as attenuation, refraction and multipath, and reflectors (bone, air).
One might then use a figure-of-merit approach, where some global parameter
depending on the received data is optimized (e.g., the sharpness of focus on a
beacon). The problem is to find image features which can be used in the figure
of merit, since beacons are not usually found in tissue. However, this prol)len{
is not altogether hopeless. In the specific ARPA context of battlefield care (or

more generally in emergency medicine) the patient who is to be imaged may
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require immediate medication of sone sort which is injected into the body;
such medication can include contrast agents to be used as beacons. Or a
focused transmit beam can be used to provide a strong pointlike reflection
from bone or other surface of acoustic discontinuity in the tissue. This will
require good resolution in three dimensions, i.e., a high-resolution 2D array
of f number near unity. We will say no more on beacons here (but see

Section 5 on time reversal) except that their use ouglt to be reconsidered in

deaberration.

A figure-of-merit approach often is combined with time-delay compen-
sation to make corrections for propagation, amplitude changes, and the like.
This is an empirically sensible approach but it leaves one in doubt as to where
to look for systematic improvements on time-delay compensation. We would

now like to suggest at least one direction in which to look.

4.4 Low-Frequency Modeling of Large-Scale Refrac-
tion

Refraction is one of the major causes of deaberration; it leads to mul-
tipath effects as well as loss of both contrast and resolution. It cannot be
addressed in any model which assumes homogeneous straight-line propaga-

tion.

In Figure 4-4 we show results [2] of a transmission experiment over a
distance of some 4em through a water sample (Figure 4-4a) and a human

breast (b,c). The transmitter is a point source and the water image shows
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Figure 4-4.
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2-D contour maps of point source images. (a) water data showing diffraction pattern of
system. Outer contour is -10 dB level. (b) measured through the 4-cm tissue (brs006),
showing highly asymmetric interference pattern. Outer contour is -10 dB level. (c) Image
(brs006) at -16 dB contour level. The outer contour shows more symmetrical scattering
pattern. Note the change of scale from (a) and (b). From Steinberg [briefing to JASON, 1995].




the diffraction-limited image of the source. At the —10dB level three distinet
source images are seen (Figure 4-4b) and at —16dB the images smear into
each other (Figure 4-4¢). Zhu and Steinberg [24] applied both time-delay
compensation and time reversal to these images, with some improvement (not
shown here) in image quality but still with the multipath fictitious images
present. These methods of deaberration are not correcting for refraction.

Similar refractive effects are seen in images of other than breast tissue.

What can be done about refraction? To the extent that important
effects come from objects of scale larger than a wavelength, perhaps quite
a bit can be done. A multi-image technique using the Octoson eight-head
scanner for deducing curved-interface refraction effects has heen described
[26]. Smith et. al. [27] tried modeling tissue as a series of tissue blocks
each with a known homogeneous sound speed, separated by plane parallel
interfaces; deaberration results were disappointing. A current program at
CSIRO in Australia [D. Robinson, JASON briefing, 1995] with the acronym
of STARS (subcutaneous tissue aberration removal scheme) uses an ordinary
(4-6 MHz) ultrasound image to identify large-scale tissue volumes by type,
assign them an «a priori sound speed appropriate to the tissue type, and
use straight-line (Snell’s law) propagation to trace rays. This seems to be
a worthwhile line of research to pursue, and we encourage it. If multipath
effects can be tamed this way, perhaps time-delay compensation will work

well to remove remaining image degradation.

If only large refractors are of concern, images made at low (< 1MHz)

might be even more useful than higher-frequency images [JASON report 94-



120, 1994]. There is much less attenuation (which is linear in frequency) and
deeper penetration which would allow for partial tomography, if warranted.
Furthermore, there is less data to process, which will always be a concern in

deaberration going beyond time-delay compensation.

Clearly an important tool in any such program for dealing with refrac-
tion will be materially assisted by the image understanding tools ARPA has
fostered in the past. These include assignment of tissue boundaries and
types, displaying outlines and edges for assisting the viewer (especially the
non-radiologist viewer) to understand the image, and providing other sorts
of direct assistance to Inunans while at the same time serving as the input

to deaberration software such as a ray-tracing program.

There are already applications of visualization techniques in ultrasound,
especially for echocardiography and pre-natal obstetrics. J. Miller [JASON
briefing, 1995] showed us his technique, now available commercially, for out-
lining the volume of the left ventricle as the heart heats, allowing for crucial
quantification of blood-flow volume. Other applications of visualization in
echocardiography are reviewed in Greenleaf et. al. [28]. Last year T. Nelson
briefed us on three-dimensional surface-rendering techniques for fetal images
[JASON report 94-120, 1994]. These are important, but at the moment we

know of no image understanding techniques being used to remove refractive

aberration.




4.5 Conclusions

Deaberration techniques currently lack useful realistic models of tissue,
and so fall back on (if only implicitly) such props as phase-screen models.
These are far from perfect, so that deaberration ends up being largely an em-
pirical program. While it is unlikely that empiricism will ever be exorcised
from this field, it seems to us that a better starting point which mi ght conceiv-
ably reduce the empiricism is to make one or more (semi-tomographic) low-
resolution images of the main tissue concentrations and their sound speeds,
as interpreted with image-understanding tools and used as the input to other
deaberration techniques. The deaberrated image, with image-understanding
enhancements such as edge detection and tissue identification, will be useful
not only to radiclogists but (perhaps even more important for the ARPA

battlefield care program) to non-radiologists.
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5 TIME REVERSAL AND DISTORTION RE-
MOVAL IN ACOUSTIC IMAGING

5.1 Introduction

The use of ultrasonic arrays for medical imaging would appear, on the
face of it, to provide high resolution with little effort. With a nominal
sound speed of 1550m/s an ultrasound imaging array operating at a cen-
ter frequency of 2 MHz has a wavelength of 0.78 mm. For a beam emerg-
ing from an array of length D in some dimension focused at a distance A,
two objects separated by order ’\TA should be resolvable. As D ~ A =
a few tens of centimeters, the value of A is quite relevant for the resolution

available for clinical applications.

The images one achieves in practice have substantially lower resolution
because the medium through which the sound propagates is inhomogeneous.
There is significant distortion of both the amplitude and the phase of the
acoustic signals making it difficult to interpret the images for medical or

other identification purposes.

There has been no shortage of proposals for correcting this aberra-
tion [29]. Most have concerned themselves with readjusting the phase of
the received acoustic wave to make it nearly planar, once known geometrical
factors are accounted for, under the assumption that this will compensate for
inhomogeneity in the medium if the distortion arises from weak scattering.

This is equivalent to the assumption that directly in front of the receiver is a
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“phase screen” —a fictitious medium which scrambles the phase of a wave by
imposing random time delays to different spatial pieces of the wave but which
leaves the amplitudes unaltered. These methods appear to concentrate on
removing distortion in the phase of a sound wave presumed to originate from
a point scattering source in the tissue. Assuming that the “correct” phase
relationship would be that of a spherical wave emanating from this point
source and then propagating through a homogeneous medium, the phases at
the receive antenna are adjusted to meet this presumption. The adjustment
is typically [30] a phase correction at neighboring receivers to make the phase
on each pair of neighbors the same. The time delay At required to make this
phase shift A¢ = wAt is determined by the peak in the cross correlation

function between the signal s(%,t) received at the i** sensor and s(i + 1,1)

Ciiv1(T) =D (s(i,t) — 3())(s(G + L, t + T) — 3(i + 1)), (5-1)

t
where 5(7) is the mean of the measurements of s(i,t) over the integration

time for receipt of the sound signal.

Other methods define quality factors such as the average speckle bright-
ness and seek adjustments in the received signal to maximize this. The
idea [31] is that speckle, the pattern of spots and dots appearing from a dis-
tributed set of scatterers in some medium, arises from coherent interference
from the scattered amplitudes of many independent scatterers. When aber-
ration is present, then the main lobe of the response of any given scatterer
is diminished and the interference pattern shows decrease in its maxima.
Compensation for the aberration or degrading in each scattered signal would
be achieved by increasing the overall speckle brightness. Nock, Trahey, and

Smith point out that aberration can actually increase the response from some
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of the presumed many scatterers, so maximizing speckle brightness over the

image may sometime lead one astray.

5.2 Time Reversal Acoustic Characterization of an En-
vironment: TRACE

5.2.1 TRACE Elements

The work of Fink [32], Prada [33], and colleagues provides a refreshing
and widely useful approach to the issues of removing aberration from acoustic
images. They start with the observation that the acoustic wave equation for

a medium without dissipation having density p(x) and sound speed c(x)

1 9%p(x,t)

Vp(x, t)) = bR (5-2)

1
p(x) -2

p(x)

has both p(x,t)and p(x,—t) as solutions. Since the speed of sound is small

PV -

compared to the speed of light, Fink, Prada and colleagues remarked that if
one could measure the pressure wave p(x,t) over some array resulting from
a scattered wave from a set of objects, then by storing the pressure signals
and rebroadcasting them after a time delay T but in reverse order to which
they were received, namely p(x, T —t), then the acoustic wave pattern would

be refocused back to those scattering centers.

The manner in which this would work is shown in Figure 5-1. Here
an array of N elements, possibly an area covered by M in one direction
and M’ in the other, M M’ = N, first transmits a more or less arbitrary

“probe” signal. The scattered version of this signal is recorded on the ar-

95




Transmit/Receive Array

IF’1 ) Probe Wave
AN /
Inhomogeneous
Medium
p (%)
AN c(x)

Scattering

- Center
—
PN (D
Scattered Wave
from Scattering
Center
py (T -t)l
Scattering
Center
pn (T -ti
Time

Reversed Wave
Focus on Scattering Center

Figure 5-1.

56



ray as p1(t),p2(t),.-.,pn(t), and stored over some integration time T. The
signals are then rebroadcast from the same locations as pi(T" — t), p2(T —
t),...,pn(T —t), and this series of signals sends the acoustic energy directly

back to the scattering centers.

To rigorously and precisely refocus the signal back to its source, that is

e—lkr

to turn outgoing waves 2? from each center to returning to that cen-

r
ter, one requires a surface dense with transceivers, and that is not possible.
In practice Fink’s group has built several one dimensional arrays which ac-

complishes a very effective time reversed transmission of the received signals

without trying to achieve the ‘optimum’.

A practical mode in which one can use TRACE is to iterate the pro-
cedure just outlined. Suppose there are two scattering centers with cross
sections o; and o, respectively. The returned pressure signal from the probe

pulse will be proportional to
Aoy + Bos, (5-3)

with A and B some constants. If the scattering centers do not insonify each
other in a significant way, the return from transmitting a second time will

be proportional to

A,(01)2 + B,(02)2, (5-4)

and so forth for repeated time reversed retransmission of the received waves.
If 01 > 09, the scattering from scatterer number one will soon dominate the

return from the array, and that source of scattering will be imaged by the

process.




Actually one can do more and focus sequentially on the strongest scat-
terer, the next strongest, etc. To achieve this consider the collection of signals
coming from an impulse projected from each element of the array and then
received by each other element of the array, at fixed frequency w this collec-
tion of transmissions from element 1 and reception by element m is an N by
N matrix Gy (w). The signal received at element m from any other emission

ei(t) from element 1 would be

ro(t) = [ dr Goualt — Ter(r), (5-5)

to
back in time domain. In vector notation this can be written at frequency w

as

R(w) = G(w) - E(w). (5-6)

Time reversal changes t — —t or G(w) — G*(w)—the complex conju-
gate. The matrix G(t) or G(w) is symmetric because of reciprocity [34]. On

the first transmission of the signal E(w) the received signal is
Ri(w) = G(w) - Ej(w). (5-7)
The time reversed version of this is
Ri(w) = R{(w) = G(w)" - Ex(w), (5-8)
and is retransmitted into the target. On reception of this we have
Ry(w) = G(w) - G(w)" - E1(w). (5-9)
After k iterations of this process, we receive the signal

IM(W)]*E1 (), (5-10)
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where the N by N Hermitean matrix M(w) is

M(w) = G(v) - G(w)". (5-11)

The Hermitian matrix M(w) has real, positive eigenvalues \g;a = 1,2, N
with associated eigenvectors V,. In time domain these satisfy
t
dr M(t — 1)V, (7) = A VL. (2). (5-12)
to
If there is a single strong scattering center in the target medium, then
the return from that center is associated with the largest eigenvalue A; of the
matrix M(w) and the temporal pattern of pressure signals from this center

is the eigenvector V1(t). The vector of pressure signals E(t) on the array can

be decomposed as

N
Ei(w) = Y cVa(w) (5-13)

If we iterate the time reversal process employing the matrix M(w), then after

k iterations, the received signal is

ﬁ:l ca(Xa) Va(w), (5-14)

and it is clear that the largest eigenvalue dominates after a few iterations.

What is equally interesting is that we can also focus on the next dom-
inant scattering center by selecting the eigenfunction V,(t) as the signal

propagated from the array.

This effect is seen in Figures 5-2 to 5-4 where we see two wires with

o9 = 20, ensonified by a line array, and in Figure 5-3, we have the returns as
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a function of the location along the array from a general iteration of the time
reversal process. It is clear that as we iterate the time reversal method, the
signal from the wire with the larger cross section rapidly becomes dominant.
In Figure 5-4 we have the returns on the array when the signal from the array
corresponds to the next eigenmode V,(t); clearly, here the return is quickly

dominated by the return from the second, weaker, scattering wire.

5.2.2 TRACE Caveats

TRACE cannot be perfect at putting a signal back onto its source.

1. Theoretically perfect refocusing of a wave requires fully surrounding
the target region with sensors and radiators which sense the outgoing
scattered wave without distorting its amplitude or phase. Such a col-
lection of sensors is just not possible. Nonetheless, this may not
be important in practice if the aperture of the sensors and
transmitters is large enough to sense scattered waves from
the targets of interest in the medium and enough to reradiate
back to those sources. The Prada, Fink experiments demonstrate

that much can be accomplished without being ‘optimum’.

2. All interesting tissue media have dissipation. In the ultrasound region,
this dissipation behaves as e™#/ in frequency. Dissipation is not time
reversal invariant. Nonetheless, in practice, Fink and colleagues

have shown that they can approximately compensate by gain
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5.2.3

corrections at the receiver for this dissipation. This is absolutely

not a clear matter yet, so one must go about this carefully.

Scattering centers may shadow each other, and thus the interpretation

of the eigenfunctions V,(t) may not be so straightforward.

Extended objects appear as the highest ‘glint’ from their surface, so

imaging an extended object may be difficult.

Medical Ultrasound Uses of TRACE

Imaging Selected Regions of Tissue: One can use TRACE to lo-
cate and focus acoustic energy into a region where one or more scatter-
ing sources are located. It may be necessary to insert contrast agents in
the form of bubbles or liquids with sharply different acoustic impedance

into the region of interest so one can perform the time reversal focusing.

Destruction of Inclusions: By locating an aéoustic scattering object
and focusing acoustic energy back onto it, one may be able to destroy
that scattering center. Part of the original motivation of Fink’s work
was to provide methods for destroying gall stones or kidney stones by

shattering them acoustically.

Potential Tissue Characterization: If one can characterize tissues
by elastic responses at various frequencies or responses to selected tem-
poral waveforms, then utilizing TRACE methods for accelerometer ar-

rays placed on the body, one may be able to focus elastic energy to a
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region and characterize the tissues there by the elastic returns. Elastic
motions, absent dissipation, are also time reversible. This is a JASON

conjecture, and it is neither tested nor proven.
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6 TWO-DIMENSIONAL ULTRASOUND AR-

RAYS

6.1 Introduction

Medical ultrasound imaging instruments have undergone a long period
of development since the invention of ultrasound imaging over thirty years
ago, and in many respects the technology is mature. The instruments are
highly standardized and they play established roles in medical diagnosis.
Even research on new ultrasound technology often uses commercial ultra-
sound arrays and signal analysis products. Current medical ultrasound sys-
tems are generally based on one-dimensional transducer arrays made from
piezoelectric elements. These instruments are highly evolved and quite so-
phisticated, for example phased array beam steering and digital signal pro-
cessing are commonly used. However, they do not fully benefit from rapid
advances in processing technology and integrated electronics, which have rev-
olutionized the semiconductor industry and created the new field of micro-
electromechanical systems. This new technology changes the ground rules

for ultrasound design.

Two-dimensional ultrasound transducer arrays can improve the image
quality of conventional medical systems as well as enable new types of ul-
trasonic imaging, as described elsewhere in this report. The advantages of
two-dimensional arrays for imaging have been recognized for some time, but

they are impractical using current ultrasound technology. As discussed be-
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low, analog-to-digital conversion, high data rates, and even the large num-
ber of signal wires pose formidable barriers. In this section, we describe
how advanced technology can be used to overcome these barriers and design
two-dimensional arrays with integrated readout electronics, and we identify
critical aspects of the system that are technically most difficult. To under-
stand the formidable challenges in constructing a two-dimensional ultrasound

array, we first consider current practice.

Medical ultrasound technology is based on one-dimensional transducer
arrays constructed from piezoelectric elements which act both as transmitters
and receivers. A typical array contains about 100 elements of size roughly
0.5x 10 mm?2. The lateral dimension of each element is made comparable to
the ultrasound wavelength X for a wide radiation pattern along the scan di-
rection, while the vertical dimension is made much larger in order to narrow
the beam in the vertical direction. A cylindrical lens is generally used to fo-
cus the beam in the vertical direction to image a two-dimensional slice of the
patient ~1 cm thick. The one-dimensional array can be constructed by first
attaching a slab of piezoelectric ceramic to acoustically dead backing mate-
rial, then using a diamond saw to separate the elements. Acoustic crosstalk
between elements is a serious issue, because the same elements transmit a
powerful pulse and receive the weak return signal shortly later. Because
the piezoelectric elements are generally hard materials with high velocity of
sound, their acoustic impedance is not well matched to the patient, creating
reflections and limiting efficiency. For the same reasons, ceramic elements
are commonly underdamped, and have acoustic resonances that must be ac-

counted for in system design, usually by driving on resonance to produce a
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ringing pulse.

The electronic design of medical ultrasonic systems is particularly chal-
lenging. In current systems, each element is attached to a separate shielded
wire that passes from the handset to a console that contains the electronics
for pulse generation, reception, and image formation. For arrays with many
elements, wiring the array can be difficult, and the handset cable becomes
quite bulky. The electronics for pulse generation and reception have quite
different requirements. Piezoelectric elements can generate powerful ultra-
sound pulses, but require large excitation voltages > 100V, which in turn
require special high voltage electronics. The signal received from the pa-
tients is far less, due to the 1/R* loss in scattered intensity with distance R
and to the frequency dependent exponential attenuation of ultrasound in the
patient at roughly 1dB/cm-MHz. Returns from the skin at short times can
be ~1V, while returns from deep inside the patient fall to levels ~ 1 xV. This
large dynamic range exceeds the capability of most analog-to-digital convert-
ers and requires the use of a swept gain amplifier or logarithmic amplifier to
avoid overload at short times yet provide adequate sensitivity at low levels
for imaging. For digital systems, the analog-to-digital converters must have
good amplitude resolution and high bandwidth. Good amplitude resolution
~12 bits is required in order obtain good beam patterns from the phased ar-
ray with high side lobe rejection ratios. High bandwidth, roughly ten times
the ultrasound frequency, is necessary for provide good phase accuracy and
depth resolution, for example 40 MHz bandwidth for 4 MHz ultrasound fre-
quency. In order to be economically competitive, all of these criteria must

be met at low cost, currently ~ $100/channel for a 100-channel system.
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Given the design criteria for ultrasound arrays one can understand why
two-dimensional arrays have been considered impractical. For example, a
two-dimensional array with 100x 100 elements made using current ultrasound
technology would require hand wiring 10,000 elements to 10,000 separate ca-
bles leading from the handset to the electronics console. At $100/channel, the
total cost of the electronics for this system would be ~$1,000,000. The power
consumption of the electronics would be very high, and the computational

requirements for image formation would be formidable.

6.2 Two-dimensional Ultrasound Arrays

Rapid advances in semiconductor processing technology, driven by the
need for fast low-cost microcomputers, have led to an exponential growth in
number of transistors per chip with time, known as Moore’s law. Industry
projections‘(the Semiconductor Industry Association “Roadmap”) predict
that exponential growth will continue at the present rate over the next fif-
teen years. According to these projections, one chip will hold processors
giving a total of 10'? op/sec and 2 GBytes of memory. Reduction in fea-
ture size can also have important benefits for ultrasound systems: increased
computational speed, reduced power consumption, and reduced cost. Pack-
aging technology has advanced in parallel with integrated circuit technology.
Highly sophisticated multilayer circuit boards can be used to wire together
many separate integrated circuits in compact packages including shielding
and heat sinking. Integrated circuits made from different semiconductors

can be bonded together in a small number of steps. Photonics can be used
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to transmit digital signals with wide bandwidths > 1 GHz over long distances
with little cross talk or attenuation. Applied to ultrasound technology, these
advances could overcome the seemingly formidable barriers to the fabrication

of two-dimensional imaging arrays.

Figure 6-1 illustrates how a two-dimensional ultrasound transducer ar-
ray could be assembled using advanced packaging technology. This arrange-
ment is motivated by the design of the HIDAD infrared imaging bolometer
array manufactured by Texas Instruments. The HIDAD array consists of ~
240x 350 separate Barium Strontium Titanate (BST) pixels, each 50x 50 pm?,
bonded to a separately fabricated Si integrated circuit containing much of
the readout electronics. The pyroelectric ceramic elements in the HIDAD
array have similar physical characteristics to piezoelectric ceramic elements
used in ultrasound arrays, and are fabricated in a similar manner by dicing a
slab of BST ceramic supported by backing material. Unlike most ultrasound
arrays, the HIDAD pixels are bonded in one process to the Si readout elec-
tronics. Similar techniques have been developed to attach infrared detector

arrays made from InSb and other materials to Si integrated circuits.

Exponential reductions in device size and power consumption, will per-
mit much of the transmit and receive electronics for a two-dimensional ultra-
sound array to be mounted in the handset. The large size of an ultrasound
array and the need for separate integrated circuits for transmit and receive
dictate the use of a multilayer circuit board in place of a single Si integrated

circuit. The technology of multilayer boards has become quite sophisticated:

many surface mounted integrated circuits can be connected together via seven
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Figure 6-1. Schematic diagram of two-dimensional ultrasound array.
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or more wiring layers in a compact package with heat sinking. The chip set
for an ultrasound array might include the following: a pulse generator, an
analog router, a preamplifier and analog-to-digital converter (ADC) chip, a
digital signal processor, and memory. The use of a multilayer board permit
wiring of the array and integrated circuits in a few steps, greatly reducing
cost, and eliminating problems associated with transmission of weak analog

signals from the handset to a separate console.

It is useful to consider the straw man concept of an “ultimate” ultra-
sound system which consists of a two dimensional array equipped with a
complete set of transmit and receive electronics for each pixel. With this
ultimate system, the entire time-dependent return signal, and thus the ultra-
sound image, could be recorded following a single transmitted pulse. Such
a system would provide fast time-resolved ultrasound images at high frame
rates >1 kHz. As discussed below, the capabilities of the “ultimate” system
far exceed the requirements of most medical imaging applications. The ulti-
mate system is interesting nonetheless, because it identifies the envelope of

performance for two dimensional arrays and associated design requirements.

A standard ultrasound pulse is formed by applying the same waveform
to all elements of the phased array at different times to accomplish beam
steering and focus. One can also imagine more sophisticated scherhes in
which several beams are transmitted at once, for example. Highly sophis-
ticated integrated circuit pulse generators have been developed for current
ultrasound systems. The problems posed by the transmit electronics for the

“ultimate” array are associated with the high voltages and the high powers
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required to excite piezoelectric elements. Because voltages >100 V are re-
quired, separate chips made using a high voltage process must be used for
the pulse amplifier. A router chip, also made using a high voltage process,
can be used to switch the array elements between the pulse generator and

the receive electronics.

The total power in the transmitted pulse is potentially quite large and
can present a barrier to locating the transmit electronics in the handset.
Current regulations permit the use of ultrasonic powers up to Ppax/A =
740 mW /cm?; above this level local heating of tissue becomes unaccept-
able. For current one-dimensional arrays with areas of a few cm?, the
power Ppax ~ 4W is moderate. However for a large two-dimensional ar-
ray, such as Figure 6-1, application of the maximum statutory power would
give Phax ~ 75 W, probably too high for safety. Limits on ultrasonic power
should be re-examined to account for the characteristics of two-dimensional
arrays. Because they can achieve a much sharper three-dimensional focus
than one-dimensional arrays, and because they have a much larger receive
area, two-dimensional arrays may actually require less total pulse power in
order achieve the same signal-to-noise ratio per pulse in a single volume
element (voxel) of the image. The time-average total power is then propor-
tional to the number of voxels in the image and the frame rate. If the system
is used to record two dimensional images at modest frame rates, the total
power could be comparable or less than current systems. However, if three-
dimensional images are required at high frame rates, higher power will be
required. A careful analysis of imaging properties of two-dimensional arrays

and signal-to-noise should be done before reaching conclusions on this issue.
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The transmit electronics for two-dimensional arrays with powers comparable
to those of current systems could be mounted on the multilayer circuit board

as illustrated in Figure 6-1.

Figure 6-2 illustrates the receive electronics for one element of an ultra-
sound array. The “ultimate” two-dimensional array would contain a copy of
the receive electronics for every element. The analog front end consisting of
the preamp and analog-to-digital converter (ADC) poses the most difficult
challenge for the receive electronics, because it must simultaneously possess
high dynamic range (1 xV to 1V), high resolution (> 10 bits), high speed
(~40 MHz), and low power consumption. The desired dynamic range of
120dB or 20 bits is too large to be handled by the ADC alone, and requires
a swept gain or logarithmic preamplifier. A novel approach to achieving
high dynamic range with moderate resolution is the floating-point analog-to-
digital converter described in detail below. Conventional fixed-point ADC’s
with moderate resolution (12 bits) and high sampling rates (40 MHz) are
currently available, but typically require powers > 0.1 W. With one converter
for each element, the “ultimate” array of 104 elements demands lower power
consumption as well as a high degree of integration. A separate section
of this report describes how the reduction in feature size in advanced inte-
grated circuits permits the design of fast analog-to-digital converters with
very low power consumption. Using estimates given in that section for a
0.5 um process, we find that a 12-bit, 40 MHz analog-to-digital converter
could be designed with power consumption ~4 mW. For the “ultimate” sys-
tem with 10* ADC’s the total power required ~ 40 W is not as unreasonable

as one might have first guessed. The power consumption could be reduced
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Figure 6-2. Block diagram of the receive electronics for one pixel of the array.
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further by reducing the resolution and sample rate, but reduction of the num-
ber of ADC’s via multiplexing is the best approach for most applications, as

described below.

The data rates generated by a two-dimensional ultrasound array can
be quite large, and require careful consideration. Following the transmitted
pulse, each element of the array receives the return signal for a time ~200
usec corresponding to a depth ~15 cm into the patient. If the entire transient
is digitized the corresponding data rate during reception is (12 bits)(40 MHz)
~ 0.5 Gbit/sec for each element and ~5 Tbit/sec for the entire array. This
data rate is too large to transmit in real time from the handset, or even to
write to memory in the handset. Because far more data is contained in the
ultrasound returns than in a two dimensional image, one can achieve a large
reduction in the transmitted data rate by storing each transient and forming
the image in the handset. The memory required to store each transient for
the example above is 12 kB/element or 120 MB for the entire array. This
amount of memory is large, but not unreasonable, and could be mounted
on the multilayer backing board in the future. A more serious problem is
presented by memory bandwidth, which severely limits the amount of data
that can be stored following each pulse. The rate at which one can write to
memory is limited to ~100 MB/sec per chip, roughly independent of chip size,
and is not expected to increase greatly in the near future. If one uses fifteen
64 Mbit chips to make up 120 MB of memory, the total bandwidth is only
~12 Gbit/sec, far less than the 5 Tbit/sec required by the “ultimate” system.
Multiplexing in some form must be used to piece together an image over many

pulses. Once the image is formed, it can easily be stored and transmitted
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from the handset. A 100x 100 pixel image with 12 bits of intensity resolution
requires only 15 kB of memory, and the average data rate at the video frame

rates is ~0.5 MB/sec, easily achievable using a single coaxial cable or fiber

optic link.

The processing necessary to form an image from a two-dimensional array
is relatively straightforward, but can be formidable for large two-dimensional
arrays. For each pixel or voxel in the image, the received signals from each
element of the array must be added with the correct delays to steer and
focus the beam. The total number of additions Ny, to form the image is

proportional to the number of elements N and to the number of pixels Npy.

For a two-dimensional image with N;x = Ne pixels, the total per frame is
Nyp ~ N3, and for a three dimensional image with Nyo, = 31/ 2 the total is

Nop ~ Nesl/ %, Our “ultimate” system with Ny = 10? elements requires large
numbers of operations per frame: N,, ~ 10® for a two dimensional image
and Ny, ~ 10 for a three-dimensional image. To estimate the influence
of processing speed on frame rate we note that fast digital signal processors
currently achieve speeds ~10 Gops/sec; the performance is projected to in-
crease by a factor of 100 over the next 15 years to ~1 Tops/sec. Thus the
time required to form a two-dimensional image in the example above using
one processor chip is currently ~0.1 sec, for a three dimensional image ~10
sec are required. These times are reasonable, and will improve with increased

processor speed in the future.

The “ultimate” system discussed above helps identify critical require-

ments for two dimensional ultrasound arrays — the need for low-power high-
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speed analog-to-digital converters with wide dynamic range, the high data
rates generated during pulse reception, and the need for processing power.
Surprisingly, we find that a hand-held two-dimensional array with many of
the features of the “ultimate” system probably could be built in the not too
distant future. The most serious limitation is currently memory bandwidth,
which limits the amount of data stored after each pulse. However, the “ul-
timate” system is wasteful of electronic resources and is probably not the
best way to design a two-dimensional imaging ultrasound array. Because the
data rate is limited by memory bandwidth and the frame rate is limited by
processing speed, multiplexing can be used to reduce the component count

and data acquisition rates without loss of capability.

Figure 6-3 illustrates a promising concept — a confocal two-dimensional
imaging ultrasound array — which has important advantages for image qual-
ity and could be constructed in the near future. In this concept, the aperture
of the array is made sufficiently large (10x10 cm?) to focus each transmitted
pulse into a small voxel inside the patient of volume ~ A%, where X is the
ultrasound wavelength. The beam pattern for the return signal is similarly
focussed on the same voxel, so that the return from each pulse gives the
image from one spot inside the patient. The full image is then constructed
by scanning the focal spot across a two-dimensional sheet inside the patient,
at one pulse per voxel. The advantages of confocal imaging are insensitiv-
ity to diffuse scattering, because the signal from the focal voxel is heavily
weighted, and tolerance of aberrations, because both the transmitted and
received signal follow the same path through the medium. Confocal imag-

ing was developed for optical microscopy and is used as a powerful tool to
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Figure 6-3. Schematic diagram of confocal two-dimensional ultrasound array.
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provide sharp images from the interior of strongly scattering media such a
biological samples, for which conventional microscopy gives poor results. Fo-
cussing of both the transmitted and received beams is currently used with
one-dimensional ultrasound arrays to improve intensity, but the focal spot is
not small enough for good imaging, due to the small numerical aperture, par-
ticularly in the vertical direction. Confocal imaging has been used for special
ultrasound applications with very good results. The primary disadvantage
of all confocal systems is the time required to form the scanned image. For
medical ultrasound the maximum pulse rate is limited by the speed of sound

to <5 kHz, so that ~ 2 sec are required to form a 100x 100 pixel image.

Because a confocal ultrasound system samples only one voxel per pulse,
the data rate, storage, and computational requirements are far less than
those for the “ultimate” system discussed above. Figure 6-4 illustrates one
example of how multiplexing can be used to reduce the component count
and requirements for the receive electronics of a confocal ultrasound array.
Because the received signal is needed only at a single time following the pulse,
a track-and-hold amplifier can be used for each element to record the analog
signal, which is digitized later by a small number of multiplexed analog-to-
digital converters, and summed to obtain the intensity at the focal voxel.
For example, as illustrated in Figure 6-4, one analog-to-digital converter can
readout each row of a 100x 100 array, reducing the number of ADC’s by the
multiplexing ratio 100:1. Because the delay time resolution is determined
by the track-and-hold amplifier, the digitizing rate of the analog-to-digital
converter can be relatively slow ~ 400 KHz, just fast enough to readout the

elements in each row following each pulse. The reduced number of converters
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Figure 6-4. Block diagram of the electronics for confocal ultrasound array.
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and their reduced speed greatly eases constraints power consumption, so
the system can be built with current technology. Similar configurations of
multiplexed analog-to-digital converters have been used to make low-cost

visible imaging arrays fabricated with CMOS technology.

The field of micro electromechanical systems (MEMS) has developed
rapidly in the last decade as an offshoot of integrated circuit processing
technology. In addition to micromotors and smart sensors, it is now possible
to design entire systems incorporating mechanical and electronic elements
on one chip. An overview of recent developments in this area is given in
the 1995 JASON report “Micro Electro-Mechanical Systems”. The field of
medical ultrasound imaging can profitably make use of developments in the

MEMS area to design and fabricate new types sensor arrays.

One possible application for MEMS technology in ultrasound is the in-
tegrated capacitive sensor illustrated in Figure 6-5. As shown, a capacitor
is formed by two plates: a flexible silicon nitride diaphragm coated with a
metal film and a fixed metal film plate attached to the substrate. Small dis-
placements register as changes in capacitance between the plates which can
be measured via a charge amplifier. Capacitive pressure sensing is a well-
established technique favored for its high sensitivity and for the simplicity
of the sensing element; a common application is in condenser microphones.
Fabrication of capacitive pressure sensors using integrated circuit technology
for micro-electromechanical systems has been accomplished using a number
of different techniques. Figure 6-5 illustrates one approach: a window con-

taining a flexible free-standing silicon nitride membrane is fabricated in a Si
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Figure 6-5. Schematic diagram of capacitive ultrasound sensor made using MEMS technology.
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wafer using an anisotropic etch on the back side of the wafer. When the Si
chip is bonded to a separate glass substrate via a spacing layer, the capacitive
sensor is formed. Because the gap between capacitor plates can be made quite
small, the sensor can have excellent sensitivity. The frequency response of
freestanding membranes is limited by mechanical “drumhead” resonances of
the membrane, and is probably inadequate for most ultrasound applications.
In order to improve the ultrasonic response, and to obtain good acoustic
impedance matching, the diaphragm can be immersed in fluid. If sufficiently
light and flexible, the diaphragm accurately follows displacements of the fluid
as desired, and its harmonic motion is heavily overdamped. As receivers, ca-
pacitive sensors generally have better sensitivity than piezoelectric elements,
and when immersed, could give excellent acoustic impedance matching and
wide band frequency response for ultrasonic signals without unwanted ringing
or phase shifts. Small numbers of capacitive pressure sensors have been fab-
ricated using current MEMS technology. The extension of these techniques
to large arrays of capacitive ultrasound transducers appears to be relatively
straightforward. A drawback of capacitive ultrasound sensors is the need for
a separate piezoelectric array to generate the transmitted pulse. For some
special applications such as bistatic or multistatic ultrasound systems, this

is not a problem.

It is interesting to note that capacitive sensors of the type shown in
Figure 6-5 can be used as ultrasound sources analogous to electrostatic loud-
speakers, although the maximum power generated appears to be insufficient
for medical ultrasound. The electrostatic energy of the capacitive sensor is

U = (1/2)CV? where V is the applied voltage and C = €A/d is the capaci-
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tance with A the area, d the plate separation, and e the dielectric constant.
The pressure created by an applied voltage is p = —U/Ad. Because the plate
spacing can be quite small, d ~ 10 um, modest voltages applied across the
capacitor create large electric fields comparable to those used in electrostatic
loudspeakers. The force of the applied electric field on a charged membrane
immersed in fluid is directly transferred to the fluid if the membrane is suf-
ficiently light and flexible. For water the high dielectric constant ¢ = 80 at
low frequencies increases the capacitance and thus the pressure. Using these
expressions for the example above, we find that a modest applied voltage
V = 10 V produces a sound pressure of 5 N/m? in air and 400 N/m? in wa-
ter; the latter corresponds to a sound intensity ~ 0.1 W/m? in water. These
sound levels are large enough to be interesting and perhaps useful for spe-
cial applications, but are much lower than those generated by piezoelectric

transducers.

6.3 Floating Point Analog to Digital Conversion for
Ultrasound Applications

When converting analog signals, such as those from acoustic transducers
in ultrasound systems, which have a large dynamic range ~10° but do not
require comparable precision, a floating point analog-to-digital converter can
be used. A floating point ADC preserves the precision of the signal without
needing a higher resolution converter or introducing the uncertainty associ-
ated with swept gain amplifiers. This technique is used at low precision in

companding A-law and p-law codecs to represent analog signals in digital
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telephone systems.

A floating point analog-to-digital converter accepts an analog signal and
outputs a floating-point number. The output has three components: sign s,
fraction f, and exponent n. The value represented by a particular s, f, and

n is given by the mapping function
M(s, f,n) = —-1°2"K f

where K is a scale factor, and f and n are binary numbers. To repre-
sent ultrasound data, for example, we could use a 15-bit number with a
10-bit fraction and a 4-bit exponent. This gives an unscaled range from 0
to 33,521,664 (1023 x 215) with a resolution at value N of max(1,1073N).
With an appropriate scaling factor, the dynamic range is 30nV to 1V with

all signals over 30 4V having a constant precision of 1073.

An analog signal can be directly converted to an N-bit floating point
number in IV successive approximation steps using the circuit shown in Figure

6-6. The logic follows the following sequence:

1. The fraction f is initialized to have a leading 1 and the remaining bits

set to zero.

2. For the first comparison step the input signal, scaled by the exponent,
is compared to zero. If negative the sign bit is set and the signal is

multiplied by —1 for the remaining steps.

3. For each bit n; of the exponent n from left to right, the bit n; is cleared

and the input signal scaled by 27" K is compared to the fraction f
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which was set at half range in step 1. If the signal is larger than half
range, n; is set. If the signal is smaller than half range, n; remains

cleared. In either case we advance to bit n;;, for the next cycle.

4. For each bit f; of the fraction f, set f; and compare the input signal
scaled by 27K to f. If the scaled signal is greater than f, f; remains
set; otherwise f; is cleared. In either case, advance to bit fiy; for the

next cycle.

After 15 cycles, this procedure computes the values of s, n, and f that

map to the value closest to the input signal.

A floating point analog-to-digital converter is much easier to construct
and operates faster than a linear converter with the same dynamic range.
A linear ADC with the same dynamic range as our 15-bit floating-point
example would require 25 bits. It is infeasible with existing technology to
fabricate a digital-to-analog converter with sufficient linearity to build such
an ADC. Even if it were possible, such as converter would take 25 successive
approximation cycles, and some cycles would need greater time for signals
to settle to very high precision. The floating-point converter will need to be
calibrated to correct for imperfections in its 2=™ stage. This is much easier
than calibrating a linear converter, as we need only store 15 correction factors

(one for each non-zero exponent) rather than 2%.

Compared to a swept-gain amplifier, the floating-point ADC has two
advantages. First, all signals acquired are of the same known scale. This

- simplifies combining signals taken at different times, for example during beam
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forming. Second, the floating-point ADC applies its large dynamic range to
all input samples. Thus small samples taken near zero crossings of the signal
during the early part of an echo when the envelope of the signal is large and
the gain small will be digitized with full precision. With swept gain and a
linear ADC with the same number of bits, such signals would be digitized

with much lower precision.

6.4 Conclusions

Medical ultrasound imaging systems are highly sophisticated in many
respects. They have evolved since their invention over thirty years ago, and
certain aspects of their design reach back to that time. In this section we have
attempted to demonstrate that rapid advances in integrated electronics have
created opportunities for the implementation of fully two-dimensional ultra-
sound imaging systems. Two dimensional ultrasound arrays should permit
sharper two-dimensional images of tissue by focussing in the vertical direc-
tion, and they can make fully three dimensional images. With integrated
sensors and electronics two-dimensional arrays may become cost effective
adjuncts or replacements for magnetic resonance imaging and other three

dimensional imaging technologies.
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7 LOW-POWER A/D CONVERSION

7.1 Overview

We have already pointed out the importance of low-power analog-to-
digital (A/D) conversion for large ultrasound arrays. This report analyzes

the power dissipation of a straightforward A/D converter.

7.2 Block Diagram

Figure 7-1 shows a block diagram of a typical A/D converter. Each
sample interval an analog input signal is placed on the positive input of a
comparator. The “logic” and “D/A” blocks then generates a series of voltages
to which the input is compared. The output is generated as a result of these

comparisons.

Different styles of A/D converters vary the sequence of voltages being
compared and the manner in which they are generated. Some popular styles

include:

1. Successive Approximation: The logic generates a series of voltages that
perform a binary search for the input voltage by repeatedly halving the
interval in which the voltage may be contained. This generates an b-bit

digital output in b steps with the output of the comparator containing
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Figure 7-1. A/D Converter Block Diagram.
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the bits of the output MSB-first. The binary search can be performed

serially in a single stage or as a pipeline of stages, one per bit.

. Slope or Dual-Slope: The logic generates a “ramp” independent of the
comparator output and the point at which the comparator switches
indicates the input voltage. The ramp is usually generated by an ana-
log integrator while the time interval is measured by sampling a free-
running counter. This method requires 2 steps to generate an b-bit

output.

. Oversampled: The logic closes a loop that “delta-codes” the input.
That is the logic counts up when the output of the comparator is one
and down if it is zero. Some converters use delta-sigma rather than
straight delta coding. In either case an integrator can be used to gener-
ate the voltages eliminated the need for a full D/A. The output stream
is decimated to produce an b-bit digital signal at 27? the original sample
rate. These converters are popular in systems where the oversampling
and decimation obviate the need for analog anti-aliasing filters with

sharp cut-offs.

. Flash: A flash converter performs all of the operations of a slope con-
verter, but in parallel rather than serially. A resistive or capacitive
voltage divider generates 2° equally-spaced voltages and 2° compara-
tors compare the input signal to all of these voltages simultaneously.
A log-depth logic circuit encodes the output of the comparators into
a b-bit signal. Flash converters are used in situations where very low
latency is required. For total throughput a successive approximation

converter is preferred as b successive approximation converters have the
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same throughput as a single flash converter at b/2° the cost.

5. Hybrid: A hybrid converter is a successive approximation converter
that uses an m-bit flash converter at each stage to perform a b-bit con-
version in b/m steps. Rather than using a D/A in a feedback loop, the
signal is usually recentered and rescaled between each step to perform

the 2™-ary divide and conquer search.

7.3 Power Calculation

Consider the problem of performing a b bit A/D conversion with sample
rate f. If a successive approximation converter is used, the energy required

for the conversion is
Psa = fb(Ec + gEsw + Esda)

where E, is the energy required per comparison, Fy, is the switching energy
of the technology, g gates switch for the logic to prepare for each comparison,
and Eq4, is the D/A conversion energy. Each of these components of power

is dealt with in more detail below.

The slope-based and oversampling converters require considerably more
power than this because although they have simpler logic and D/A com-
ponents this advantage is overwhelmed by the fact that they perform 2°

comparisons to convert a b-bit number rather than b.
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7.3.1 Comparator

The comparator can be realized as a clocked sense-amplifier, as a static
differential amplifier, or as an inverter with a switched capacitor input. In the
case of the static amplifier, the current bias is set so it has just enough output
current to swing its output capacitance in one bit time. A self-biasing circuit
can be used to adjust the current source to this minimum current value. The
output capacitance includes the self capacitance of the amplifier, a small
amount of wiring capacitance, plus a minimum-sized inverter to buffer the
signal for distribution to the logic. If transistor sizes are kept small a total
capacitance of 50fF is reasonable in an 0.5um process. Assuming half the
bias current goes into the output and a 3.3V supply voltage this gives a

comparison energy of
E.=5x1071(3.3%)(2) = 1pJ

With the clocked sense amplifier the clock load is increased by about 10fF to
drive isolation devices and to gate on the amplifier current source. Also the
regenerative feedback slightly increases the self-capacitance of the amplifier,
to about 70fF for typical device sizes. Thus a clocked sense-amp would
have a slightly higher comparison energy of about 1.6pJ but would have the

advantage of not requiring a speed-dependent bias current.

An inverter with a switched input capacitor would have a somewhat
larger power dissipation as it requires a DC current (when operated in the

middle of its range), current to charge its input capacitor, and clock power

to drive the switches.




7.3.2 D/A

The D/A converter can be realized using switched capacitors, with an
R-2R ladder, or with a series of progressively-sized transistors. The R-2R ap-

proach will not be considered as precise-valued resistors are hard to fabricate

on an MOS integrated circuit.

The switched capacitor D/A takes advantage of the subdivision prop-
erty of the voltage sequence in a successive approximation A /D converter to
produce the required voltage sequence by charge sharing between two equally
sized capacitors. Initially one capacitor is charged high and the other low
to bound the interval. A capacitive voltage divider is then used to find the
midpoint of the interval. This midpoint voltage is then placed on one of the

two capacitors to define the next interval and the process is repeated.

This approach requires two voltage followers that must have enough bias
current to copy voltages accurately in a bit time. With 100fF capacitors, each
follower would consume about 2pJ per bit and another 2pJ would be used in

charging each capacitor for a total of 8pJ per bit.

The transistor approach, which to my knowledge is original, replaces the
negative input of the comparator with a parallel connection of NFETs with
progressively increasing sizes. Rather than being connected to an analog
voltage, the gates of these transistors are directly controlled by the logic.
They are sized so that the comparator will “trip” when the input voltage

exceeds the binary value encoded on the transistor gates. The sizes are not
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simply powers of two, but rather must match the quadratic I-V characteristic

of the MOSFET.

The only power consumed by this approach is caused by the increased
capacitive load on the output of the logic which switches at most once per
cycle. For small b, this load is small but for large b it increases exponentially.

A rough expression for the energy required per bit is:
Eoa = 0.1(2%%) /bpJ
For an 8-bit signal, this is just 0.2pJ per bit.

Alternatively power-of-two sized transistors can be connected to a polysil-
icon load resistor to generate a voltage that is a linear function of the binary

input. This will roughly double the comparison energy.

In either case, capacitance is minimized by using a minimum sized device
in the middle of the size range and using devices with minimum L and W > L
in the upper half of the range and minimum W and L > W in the lower half

of the range.

7.3.3 Logic

The logic required for a serial successive-approximation converter is a
register to hold each bit of the current digital value, and ring-counter shift
register to select the next bit to update, and a MUX to select the input to

each bit of the register. Each register bit toggles exactly once per conversion
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cycle as does each ring counter bit. If we count switching each register as
four switching events and add two switching events for the associated MUX,
the constant g is 10 switching events per bit. With an Ej, of 0.1pJ this gives
a logic energy of 1pJ per bit. For a pipelined converter the ring counter and

multiplexer are not required reducing this power slightly.

7.3.4 Example

For example a b = 8-bit converter with a transistor D/A operating at 1

MHz would have a total power dissipation of
Py, = 8 x 105(1pJ + 0.2pJ + 1pJ) ~ 20pW .

Even if we increase this by a factor of 5 to use the 1.6pJ sense amp, the 8pJ

capacitive D/A and to account for overhead, the power is still only 100pW.

7.4 Other Issues

7.4.1 Resolution and Linearity

To operate at very low power, one uses minimum sized devices. These
devices can have relatively large parameter mismatch (on the order of 10%)
which limits the linearity of the converter. It is more power efficient to correct
these linearities digitally via a PROM than it is to increase the component

size to eliminate them.
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To get adequate resolution in the presence of mismatches, capacitor
leakage, and other effects, the converter may have to produce more bits
of intermediate result than are required in the final linearized result. The
converter must resolve voltage steps that are no more than one LSB apart.

Usually adding one additional bit is sufficient to provide this spacing.

7.4.2 Low-Voltage Operation

The analysis above has not considered the possibility of voltage scaling.
If the circuit is operated slowly, the supply voltage can be reduced which
reduces power quadratically. While very slow circuits can be operated in the
subthreshold region, most practical circuits are limited to supply voltages of
about 1V to remain comfortably above the device threshold. At 1V power
is reduced by a factor of 9 over the numbers calculated above. Low voltage

operation does require that the input voltage be scaled to the small power

supply.
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